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MFEM Finite Element Library
Cutting-edge algorithms for powerful applications on HPC architectures

§ Flexible discretizations on unstructured grids
— Triangular, quadrilateral, tetrahedral and hexahedral meshes

— Local conforming and non-conforming AMR, mesh optimization

— Wide variety of finite element methods: Galerkin, DG, IGA, DPG, HDG, …

§ High-order and scalable

— Arbitrary-order H1, H(curl), H(div)- and L2 elements

— Arbitrary order curvilinear meshes

— MPI scalable to millions of cores and GPU-accelerated 

— HPC differentiable simulations with ∂FEM interface

— Enables application development from laptops to exascale machines

§ Built-in solvers and visualization

— Integrated with: HYPRE, SUNDIALS, PETSc, SLEPc, SUPERLU, …

— AMG preconditioners for full de Rham complex, geometric MG

— Support for GPU solvers from: HYPRE, PETSc, AmgX, Ginkgo

— Accurate and flexible visualization with VisIt, ParaView and GLVis

§ Open source

— Available on GitHub under BSD license, many example codes + miniapps

MFEM: A modular finite element methods library, CAMWA 2020
High-performance finite elements with MFEM, IJHPCA, 2024

Contact mechanicsHDG convection-diffusion

Topology OptimizationCompressible flow

Core-edge tokamak

Next-gen MRI



A Brief History
We’ve been doing this for a long time

§ 2000 – “VIGRE seminar: Numerical Analysis” Texas A&M University

— Research code: AggieFEM/aFEM

— Some of the original contributors: @v-dobrev, @tzanio, @stomov

— Used in summer internships at LLNL

§ 2010 – BLAST project at LLNL

— Motivated high-order, non-conforming AMR and parallel scalability developments

— MFEM repository created in May 2010

— Some of the original contributors: @v-dobrev, @tzanio, @rieben1, @trumanellis

— Project website mfem.org goes live in August 2015 

§ 2017 – Development moved to GitHub

— First GitHub commits in February 2017

— Team expands to include many new developers at LLNL and externally

§ 2017 – CEED project in the ECP

— Motivated exascale computing developments: GPUs, partial assembly, matrix-free

§ 2024 – El Capitan, Differentiable Simulations



The Source Code is Growing
SLOC in MFEM releases over the last 16 years



GitHub

§ 191 contributors

§ 805 people in the mfem organization – join 
to contribute + receive announcements

§ 2249 stars – thank you!

Downloads

§ 150+ unique visitors / day

§ 200+ downloads + clones / day

§ 139 countries total

2026 Community Workshop

§ 290 researchers (90+ in person)

§ 30+ postdocs, 100+ students

§ 140+ organizations

§ 35 countries

The Community is Growing
GitHub, downloads, and workshop stats

Top contributors as of Sep 2026

MFEM has been downloaded from 139 countries

2026 workshop has 300+ registrations



New PyMFEM release

§ PyMFEM-4.10 released on Monday!

§ caught up with mfem-4.10

§ MacOS binary packages

New GLVis release

§ glvis-4.5 released in February

§ New features:

— complex data visualization

— color palettes enhancements

— visualization of DOF locations

— new headless mode

— code base refactoring

— glvis-js improvements 

§ Released Dec 2025 / Sep 2026

§ 8 / 9 months in development

§ 38 / 48 contributors

§ 247 / 191 PRs merged

§ 131 / 58 issues closed

§ 53K / 48K new lines of code

§ 2456 / 2529 commits

§ Many new features:
— ∂FEM initial release

— AMGF solver + contact miniapp

— initial support for particle methods

— improved GPU kernels, TMOP, NURBS,

— parallel nonuniform anisotropic AMR

— cuDSS + distributed Ginkgo solvers

— switch to C++17

Latest Releases Were a Team Effort
Versions fem-4.9, mfem-4.10, pymfem-4.10, glvis-4.5

All GitHub contributors to mfem up to v4.10

Top 15 contributors to the latest release



Recent Releases
Stars since mfem-4.0 (2019-2026)

§ mfem-4.9 and mfem-4.10 are fairly typical

§ except for the number of issues: we see a decline, because less issues were opened in the first place

§ we don’t see such a drop in the PR stats



mfem.org/examples

§ 40+ example codes, most with both serial + parallel versions

§ Tutorials to learn MFEM features

§ Starting point for new applications

§ Show integration with many external packages, miniapps

Examples
The first stop for new users

http://mfem.org/examples


mfem.org/electromagnetics

§ Volta

§ Tesla

§ Maxwell · transient full-wave EM

§ Joule · transient magnetics + Joule heating

§ Arbitrary order elements + meshes

§ Adaptive mesh refinement

Volta, Tesla, Maxwell and Joule Miniapps
Static and transient electromagnetics

mfem.org/fluids

§ Arbitrary order elements

§ Arbitrary order curvilinear mesh elements

§ Adaptive IMEX (BDF-AB) time-stepping 
algorithm up to 3rd order

§ State-of-the-art HPC performance

§ GPU acceleration

§ Convenient user interface

3D Taylor-Green
vortex, 7th order

Double shear layer, 
5th order, Re = 100000

Navier Miniapp
Transient incompressible Navier-Stokes equations

Miniapps
More advanced, ready-to-use physics solvers



Applications
Some of the large-scale simulation codes powered by MFEM

Topology optimization for 
additive manufacturing (LiDO, LLNL)

Hot strip mill slab
modeling (U.S. Steel)

Adaptive MHD island
coalescence (SciDAC, LANL)

Electric aircraft 
design (RPI)

Core-edge tokamak EM wave
 propagation (SciDAC, PPPL)

MRI modeling 
(Harvard Medical)

Inertial confinement 
fusion (BLAST, LLNL)

Tsunami warning
 (Cascadia, UT/UCSD)

Quantum Computing
Hardware (Palace, Amazon)



GPU

CPU

HardwareBackendsKernelsLibrary

Kernel

Memory

Execution

RWR Wlinalg

fem

mesh

CUDA

HIP

GPU Support as a First-class Citizen
MFEM has provided GPU acceleration for over 7 years (since mfem-4.0) 

§ Matrix-free partial assembly (PA) § ready for future hardware§ runtime-selectable backends

C++ lambdas



Real-Time Tsunami Early Warning
MFEM-bases acoustic-gravity simulations on El Capitan S. Henneking, S. Venkat, M. Fernando, O. Ghattas (UT Austin)

V. Dobrev, J. Camier, Tz. Kolev (LLNL), A. Gabriel (UCSD)

Left: locked part of the plates at the Cascadia subduction zone (CSZ); Center/Right: sea bottom pressure/sea surface wave 
height for a realistic partial rupture scenario computed with the acoustic-gravity PDE model implemented in MFEM.
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Mixed formulation for pressure, velocity and wave height, 4th order elements, RK4.

Weak Scaling: 
unknowns per GPU
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Scale to 40K+ GPUs, 50T+ dofs, 5PB

Real-time Bayesian inference at extreme scale: A digital twin for tsunami early 
warning applied to the Cascadia subduction zone, SC25 Gordon Bell Prize



FEM Operator Decomposition + Partial Assembly for HPC
Decompose A into parallel, mesh, basis, and geometry/physics parts 

§ Enabled AMR, High-Order methods, GPUs

§ Enables Differentiable Simulations

§ Partial assembly = store only D, evaluate B

§ Optimal memory, near-optimal FLOPs compared to A

Scalability of high-performance PDE solvers, IJHPCA 2020



GPU kernel optimizations for Cascadia on El Capitan and Alps

Real-time Bayesian inference at extreme scale: A digital twin for tsunami early 
warning applied to the Cascadia subduction zone, SC25 Gordon Bell Prize

• Fused PA
Fuses operators into 
single kernel

• Fused matrix-free MF
Computes entirely 
matrix-free

• Optimized PA
Uses explicit launch 
bounds

• Shared PA
Exploits GPU shared-
memory

• Partial assembly (PA)
Stores data at 
quadrature points



Tensor-core-enabled Double-precision Matrix-Multiply-Accumulate (DMMA ) contractions with 
MFEM on Grace–Hopper and Grace–Blackwell Superchips

Additional improvements with FP64 tensor cores

Accelerating High-Order Finite Element Simulations at 
Extreme Scale with FP64 Tensor Cores, ISC, 2026



High-Order Finite Elements on High-Order Meshes
Nodal basis for high-order spaces in the de Rham complex
High-order geometry

Lagrangian 8th order example

High-order spaces and degrees of freedom



Adaptivity in a high-velocity impact simulation in MARBLAdaptivity of shape and size to a discrete interface

§ User-controlled specification of the target mesh
— Control over: size/skew/aspect ratio/rotation

§ Variational minimization through FE operations
— Generality: dimension/element type/mesh order
— Facilitates matrix-free formulations and GPU porting

Minimizes mesh quality metric
computed at q-points

High-Order Mesh Optimization (TMOP)
MFEM provides both geometric and simulation-driven adaptivity

IMR Best Paper



Matrix-free Preconditioning
Optimal memory and near-optimal computationsMatrix-free solvers for high-order methods

Memory usage and comput. complexity: scaling with p 3D

Number of DOFs O(pd) p3

Matrix-based methods

Nonzeros in system matrix O(p2d) p6

Traditional (naı̈ve) assembly O(p3d) ops p9

Sum-factorized assembly O(p2d+1) ops p7

“Matrix-free” methods

Optimal memory usage O(pd) p3

Sum-factorized operator application O(pd+1) ops p4

Goal: Iterative solvers with:

optimal O(pd) memory O(pd+1) operations O(1) iterations

=) Cannot assemble the matrix
=) Must construct preconditioners without access to matrix entries
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Low-order refined (LOR)

Main preconditioning approaches
§ p-Multigrid + FEM-SEM
§ Orszag (1980), Canuto and Quarteroni (1985, 1994, 2010,… ), Deville 

and Mund (1985, 1990), Fischer (1997), Munz (2014), Vilar (2019)



I

I

HO LOR

§ Pick LOR space and HO basis so P=R=I (Gerritsma, Dohrmann)

§ ALOR is sparse and spectrally equivalent to AHO 

§ (AHO)-1 ≈ (ALOR)-1 ≈ BLOR  - can use AMG, AMS, ADS

Low-Order-Refined Solvers
Matrix-free preconditioners for PA operators

Low-order preconditioning for the high-order 
de Rham complex, SISC 2022



Bounding High-Order FEM Functions
Piecewise linear bounds on high-order multi-dimensional polynomials

§ Global minima and maxima of high-order functions

§ Piecewise linear bounds of the basis functions are used 
to bound their weighted combination.

§ Computationally cheap
—Bounds are computed once

§ Provides much tighter bounds than convex-hull type 
approaches (e.g., Bernstein coefficients).

§ Method extends to nodal and non-nodal bases on 
different element types in 2D and 3D

A method for bounding high-order finite element functions: Applications to 
mesh validity and bounds-preserving limiters, Arxiv 2504.11688

Piecewise linear bounds on 
simplices

Determinant of the Jacobian 
of the transformation 
(!!"#$ = 2, !%"& = 3)

Piecewise linear bounds + 
recursion to determine validity

Advection with bounds preserving limiter



∂FEM: Autodiff for Partially Assembled Operators
Jacobians and derivatives of FEM operators in a user-friendly way 

§ FEM decomposition

§ Parameters

§ Parametric nonlinear operator

§ Need to differentiate at Q-points only!

(Jacobian is FEM decomposed linear operator)

§ Differentiate the Q-function D with Enzyme! 
— AD at LLVM level, after compiler optimization
— Can mix code from different languages
— Differentiate across function calls (e.g. EOS)
— AD with minimal code changes
— Differentiate only what is necessary

Meshing Finite Elements SolversParameters Functional

MFEM + Enzyme

Performing AD at low-level lets us 
work on optimized code!

Differentiable Multiphysics Codes, doi.org/10.2172/2513976, 2024



§ GPU computing

— Kernels using tensor/matrix cores

— Mixed precision algorithms

— Efficient high-order methods on mixed meshes · including simplices

§ Differentiable Simulations

— Additional dFEM features in next release · support for coupled simulations

— More examples, miniapps and documentation

§ Adapt to AI changes

— Meshing and discretizations for AI workflows

— Use AI to improve MFEM · make MFEM more useful for AI tools and agents

§ New releases

— glvis-4.6 in Dec · open to feature requests

— mfem-5.0 in Jun · code modernization, API fixes · expect breaking changes

§ What would you like to see?

— Slack: #meet-the-team · GitHub: github.com/mfem/mfem/issues · Email: mfem@llnl.gov

Roadmap for Next Year
Plans for FY27

https://mfemworkshop.slack.com/archives/C02J42P29K6
https://mfemworkshop.slack.com/archives/C02J42P29K6
https://mfemworkshop.slack.com/archives/C02J42P29K6
https://mfemworkshop.slack.com/archives/C02J42P29K6
https://mfemworkshop.slack.com/archives/C02J42P29K6
http://github.com/mfem/mfem/issues
mailto:mfem@llnl.gov


Website:
mfem.org

Software: 
github.com/mfem

Publications: 
mfem.org/publications

Email: 
mfem@llnl.gov

MFEM Resources

§ Explore our publications§ Contribute to the code§ Contact us with questions + feedback

http://mfem.org/
https://github.com/mfem
http://mfem.org/publications
mailto:mfem@llnl.gov


Thank you from the MFEM team at LLNL!
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