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Motivation
• Many-query tasks (such as uncertainty quantification, inverse problems, etc) for parametric

PDEs require repeated evaluations of a parameter-to-solution map.
• Neural operators are fast to evaluate surrogate models once trained, but still need many

high-fidelity solution snapshots for training if using a data-driven approach.
• Residual minimization evaluates the governing equation at predicted solutions, and thus

does not need reference solutions for training, which greatly save the offline solves.
• But the way to interpret the governing equation and formulate the residual is quite important.

PINNs and PINO’s directly sampling the pointwise residual of the original PDE may be not
enough error informative. More precisely, a small residual does not guarantee a small predic-
tion error in L2 norm.

• We want to take a closer look at the residual-error relationship and build a residual loss that
is tighter guess of the underlying prediction error in a more suitable norm beyond L2.

A variationally correct loss
• Meaning: the residual loss value is always uniformly proportional to the squared solution er-

ror in the norm determined by the stable variational formulation.
• Denote the parameter by p and the unknown solution by s which has component of stress

tensor σ and displacement u. Suppose the boundary conditions are either Dirichlet or Neu-
mann and boundary data is parameter-independent. We can solve auxliliary problems to lift
the boundary data and learn for the corresponding homogeneous problem. This removes the
boundary penalty terms in the loss. Then we have decomposition σ = σ◦ + z, u = u◦ + w.

• Let us denote s = [σ◦, u◦] ∈ H = H(div ) × H1 the solution we aims to predict given the cor-
responding parameter p. We first reformulate the original PDE into a first-order system (FOS)
by introducing the stress tensor as an additional unknown. Then we can define the FOSLS
loss as squared L2 norm of the residual L(s; p) = ∥R(s; p)∥2

L2.
• For linear PDEs [1, 2] we have constants c0, C0 that do not depend on p,

c0 ∥s− s∗(p)∥2
H ≤ L(s; p) ≤ C0 ∥s− s∗(p)∥2

H ,

so the loss value is reliable indicator of the approximation error.
• For nonlinear PDEs [3] the same holds when the approximation is close to the solution: fix

a stable solution branch and stay within a small neighbourhood of it. If the linearization of the
residual is stable there and varies smoothly, then

Crel ∥s− s∗(p)∥2
H ≤ L(s; p) ≤ Ceff ∥s− s∗(p)∥2

H .

The constants follow from that stability, smoothness and the size of the neighbourhood.

Reduced basis neural operator (RBNO)
• Offline (once): solve the FOSLS problem for NPOD parameters and construct a reduced ba-

sis Φr of dimension r < NPOD.
• Online (per parameter): the network returns r coefficients, and the prediction Φr sr(p; θ) is a

conforming FE state in the same space as the high-fidelity solution.
• Residual minimization: Only the NPOD offline solves are expensive; the N training parame-

ter residuals are cheap to evaluate; we assume NPOD ≪ N .
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GPU: PyTorch CPU workers: FE library

We aim to find the network parameters θ that minimize the emprical loss

θ∗ ∈ arg min
θ

1
N

N∑
i=1

L(Φrsr(pi; θ); pi)

The state gradient is an assembled linear form (no FE solve)

gj = ∂J

∂xj
= 2

(
R(sh; p), Ash,p ϕj

)
L2

where Ash,p is the Fréchet derivative of R(·; p) evaluated at sh.

• GPU (PyTorch): network, Φr, chain rule, optimizer (float32).
• CPU workers (FE library): cached forms, BCs, J and g (float64).

Example: compressible Neo-Hookean hyperelasticity
We consider a compressible hyperelasticity problem on the rectangle Ω = (0, 2) × (0, 1), which
models an elastic body clamped along its left edge and pulled by a traction on its right edge, un-
dergoing deformations large enough that the small-strain assumption no longer applies. More
precisely, we consider the following boundary-value problem for the displacement field u : Ω →
R2 and the first Piola–Kirchhoff stress tensor σ : Ω → R2×2

div σ + f = 0, in Ω,
σ = P (I + ∇u; p), in Ω,
u = uD, on ΓD,
σ · n = t, on ΓN .

(1)

where P (F ; p) = ∂Fψ(F ; p) (we let F = I + ∇u to denote the deformation gradient) is the first
Piola–Kirchhoff stress tensor, ψ(F ; p) is the stored energy density, f is the body force, u0 is the
clamped displacement, t is the traction, and n is the outward unit normal vector.

We assume the material is compressible neo-Hookean, with stored energy density

ψ(F ) = µ

2
(
tr(F⊤F ) − 2

)
− µ ln(detF ) + λ

2
(ln(detF ))2 ,

where the Lamé parameters are obtained from the Young’s modulus and Poisson ratio ν = 0.4
λ = pν/((1 + ν)(1 − 2ν)) and µ = p/(2(1 + ν)).

We assume the Young’s modulus takes the form of p = p(x) = 1+exp(m(x)), where m is sampled
a Gaussian random field ∼ N (m̄, C) with mean m̄ = 0 and covariance operator C := (δI − γ∆)−α

with δ = 1.5, γ = 0.15, and α = 2. The boundary data are prescribed as

u0(x) = (0, 0)⊤, x ∈ Γleft,

t(x) =

(0, 0)⊤, x ∈ Γtop ∪ Γbottom,

(0.6 exp(−(x2 − 0.5)2/4), 0.3(1 + x2/10))⊤, x ∈ Γright,

Lifting the boundary data by u = u◦ + w, σ = σ◦ + z, the FOSLS residual is given by

R([σ◦, u◦]; p) =

σ◦ + z − P
(
I + ∇(u◦ + w); p

)
div σ◦ + f

 on H = H0,ΓN(div )2×2 ×H1
0,ΓD(Ω)2.

• FE discretization:128 × 64 mesh, choose RT element of order 1 for σ and CG element of order
2 for u, resulting in 229,376 DoFs.

• FE solve (using FEniCSx [4]): load-stepping continuation method to generate the snapshots.
• RBNO: use 1000 snapshots to build r = 256 POD modes; use CNN encoder, trained with

5000 parameter samples for 100 epochs in 1.5 h using one A1000 GPU and 50 CPU workers.

Visualization of parameter-to-solution map ph 7→ [u◦
h(ph), σ◦

h(ph)] at a random parameter sample ph
for the compressible hyperelasticity equation.

The loss certifies the error

√
L versus the H-error lies in the cone

√
Crel = 0.923 ≤

√
L/err ≤

√
Ceff = 2.972 (left); err/

√
L

concentrates in [0.6, 0.9] (right): a tight, computable error indicator for the prediction.

Refine the prediction using solver
If downstream tasks require a more accurate solution, we can use the RBNO prediction as a
warm start for the high-fidelity solver. The FOSLS loss is used to gate whether to accept the
prediction or refine it with Newton’s method.

RBNO
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yes: accept, then
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−1/2
rel

√
L
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from sr until L < τ

Accuracy and computational cost comparison
Method (mean over 439 test samples) rel. err. L2 × L2 rel. err. H(div ) ×H1 residual loss
PCA-Net[5] 3.6e-2 2.8e-1 4.3e-1
FNO[6] 6.3e-3 4.2e-1 3.9
FC-PINO[7] 1.4e-2 4.2e-1 6.5e-3
RBNO 2.7e-2 5.0e-2 2.4e-3

Per parameter sample wall clock time
RBNO inference 0.004 s
FOSLS residual + state-gradient assembly 0.083 s
Newton solve warm-started from the RBNO prediction 12.5 s
Newton solve warm-started from the mean-parameter solution 217 s

Baselines with small L2 error carry 5–8× larger error in the model-compliant H(div ) ×H1 norm;
warm-start from the RBNO prediction makes the high-fidelity solve 17× faster.

Take-aways
• Variational correct loss: the FOSLS loss on conforming first-order states is a posteriori er-

ror certificate and the gate for Newton refinement.
• GPU-CPU coupling for residual minimization: the network is trained on GPU, while the

residual and its gradient are assembled on CPU workers using FEniCSx library.
• Possible next steps: hyper-reduction, localized or nonlinear reduced spaces, multi-scaled

representations, space-time FOSLS, an MFEM realization with GPU assembly.
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